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Abstract  

Most research behind the use of Machine Learning models in the field of Human Activity Recognition 

focuses mainly on the classification of daily human activities and aerobic exercises. In this study, we focus 

on the use of 1 accelerometer and 2 gyroscope sensors to build a Deep Learning classifier to recognise 

5 different strength exercises, as well as a null class. The strength exercises tested in this research are 

as followed: Bench press, bent row, deadlift, lateral rises and overhead press. The null class contains 

recordings of daily activities, such as sitting or walking around the house. The model used in this paper 

consists on the creation of consecutive overlapping fixed length sliding windows for each exercise, which 

are processed separately and act as the input for a Deep Convolutional Neural Network. In this study we 

compare different sliding windows lengths and overlap percentages (step sizes) to obtain the optimal 

window length and overlap percentage combination. Furthermore, we explore the accuracy results 

between 1D and 2D Convolutional Neural Networks. Cross validation is also used to check the overall 

accuracy of the classifiers, where the database used in this paper contains 5 exercises performed by 3 

different users and a null class. Overall the models were found to perform accurately for window’s with 

length of 0.5 seconds or greater and provided a solid foundation to move forward in the creation of a more 

robust fully integrated model that can recognize a wider variety of exercises.  
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1. Introduction  

1.1 Overview 

With the rise of interconnected devices and the improvement of microcontrollers and 

motion sensors, the demand to track, sustain and improve human health by monitoring 

our daily activities is growing. Human activity recognition (HAR) is a growing field of 

research in machine learning which provides a great deal of opportunities for improving 

the overall health and efficiency of human beings. This can be achieved by creating AI 

powered models that track human posture and movements in day to day life, to help us 

be more conscious of our body and habits. Devices such as Fitbit and apple watch 

implement HAR models to track daily activities, sleeping patterns and fitness progress. 

These devices can be of great use by helping people monitor their health in an easy way 

and provide them with tips to maintain a healthy life. Additionally, the improvement of 

HAR models can be of great interest for the elderly who need help with mobility or people 

who have suffered an injury and need help with rehabilitation. Furthermore, the 

development of HAR models using body worn sensor data, can be of great interest for 

future wireless computing controls, that rely on human movement or speech. Thus, by 

pushing forward the development of HAR we can discover new ways of integrating 

technology into our daily lives and help us interact with the world more efficiently and 

safely. 

While a lot of research behind the recognition of daily human activities using deep 

learning models on multi-channel time series data has been made, not much research has 

been done with the intent of tracking strength exercises. This field of research is of special 

interest for athletes and gym goers who want to improve their posture and the efficiency 

of their workouts. This can be done by developing HAR models that can fully track 

exercises and the posture of the user. Furthermore, current tracking devices such as Fitbit, 

tend to focus upon the acquisition of movement data from 1 body part. Due to this, the 

tracking of complex exercises becomes quite challenging due to data constraints. 

Additionally, such constraints limit the ability to create robust AI models that can both 

track exercises and monitor the correctness of the movements. Such ability is essential 
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for both the prevention of injuries and help athletes improve their form. Furthermore, the 

creation of powerful HAR AI models can also be used in other fields such as, stress 

detection, physiotherapy rehab, patient tracking, video-game controllers, and much more. 

Additionally, such models can be integrated into complex systems that can track other 

aspects of a persons health to improve and help people live a healthier life.  

In this project we aim to study the prediction accuracy of strength exercises using 1D and 

2D Convolutional Neural Networks, tested using different fixed window lengths and 

overlap percentages, with cross-validation across 3 different users. To achieve this, a 

body worn data acquisition unit was used, consisting of 2 gyroscopes and 1 

accelerometer. The unit is worn in the user’s shoulder and is able to track movements of 

the wrist, arm and shoulder of the user. Furthermore, a sliding window segmentation 

approach was used, to test the accuracy obtained from different window lengths, This 

approach consists of segmenting the time series data obtained from the data acquisition 

unit used for this study, for each type of exercise performed, into a fixed length window 

(matrix), where a window acts as the input for the classifier. The exercises we aim to 

classify are: bench press, bent row, lateral rises, deadlift and overhead presses. To combat 

null class dominance, data from daily and random activities was also collected from the 

users.  

This project contributes to a small part in the development of HAR using deep learning 

and aims to highlight the importance of developing models for strength exercises. 

All the models used in this paper were trained using python with the Keras library. The 

computer used for this project consists of an intel i7 4790K processor clocked at 4GHz, 

16GB of ram memory, and a Nvidia GTX 970 graphics card with 4GB of video ram. 
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1.2 Deep learning for Human Activity Recognition 

Deep Learning techniques have been tested and successfully applied in the field of human 

activity recognition, yielding high levels of accuracy due to their ability to automatically 

extract features without the need of domain knowledge. Studies such as [1] and [2] 

combine the strength of deep convolutional neural networks and the usage of RGB data, 

which correspond to images or videos obtained by cameras, to classify different body 

gestures and daily activities. While the usage of RGB data to recognise movements has 

been proven to provide high levels of recognition accuracy, RGB data limits the results 

in terms of environmental usability due to background noise, camera resolution and 

distance constraints.  

As pointed out in [3], for human activity recognition, signals acquired by body worn 

sensors are arguably more favourable over video signals due to the following reasons:  

1. Body sensors alleviate the limitations of environment constraints and stationary 

settings that cameras often suffer from 

2. Multiple body sensors allow a more accurate and more effective deployment of 

signal acquisitions on human body. 

3. Body sensors enjoy the merits of information privacy, as their acquired signals 

are target specific while the signals acquired by cameras may contain the 

information of other nontargets in the scene.  

For this study, we have decided to focus on the usage of Convolutional Neural Networks, 

due to their ability to capture local dependencies and maintain scale invariance, as pointed 

out in [4]. It is important to note though, that there are other deep learning approaches 

that one could use for human activity recognition, such as: Recurrent Neural Networks, 

Feed-Forward Neural Networks, or a combination of Recurrent and Convolutional 

networks. Furthermore, more traditional probabilistic machine learning approaches could 

be used and tested such as decision trees or Hidden Markov models.  
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1.3 Convolutional Neural Networks 

1.3.1 Overview 

Convolutional Neural Networks (CNNs) are a type of deep learning architecture mostly 

used in the fields of computer vision and natural language processing, that have yielded 

state-of-the art results in tasks such as image recognition due to their ability to preserve 

the spatial structure of the problem at hand, by learning an internal feature representation 

of the data. CNNs consist of a set of sequential layers that aim to extract valuable low-

level to high-level features in the data, by the combination of 5 unique types of layers: 

Convolutional and Rectified Liner Unit (ReLU) layers, Pooling Layers, Fully Connected 

Layers and an Output Layer, as seen below: 

Figure 1: Convolutional neural network architecture with input of dimension S 

(Number of samples/Window length) x D (Number of channels) and red arrow 

representing time. 

In a CNN, the Convolutional and Pooling layers perform feature extraction using 2 

different operations: Convolutional operation and Pooling operation, where the 

convolutional operation is the dot-product between two matrices and the pooling 

operation looks for either the average value (Average pooling) or max value (Max 

pooling) of a matrix. To learn distinct features, the Convolutional layers make use of 
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different filters (also known as kernels). A filter is a matrix of size K1 * K2, which 

contains a set of values, called weights, that are trained to detect specific features in an 

input map (matrix). In the training process, each filter slides over each part (index) of an 

input map, both horizontally and vertically, and carries out a convolutional operation to 

check if the wanted feature is present or not. The number of indexes the filter slides over 

is called the filter Stride. The result of a filter sliding and performing the convolution 

operation over an entire input map, combined with the implementation of a ReLU 

activation function to the convolution to introduce non-linearity, results in what is a called 

a feature map. Each feature map represents the likelihood a specific feature is present in 

the data, regardless of the position the feature appears in. Thus, given an input map I of 

dimensions S by D, a filter K of dimensions K1 by K2 and a Stride of value St, the 

convolution operation between I and K results in an output feature map O with 

dimensions given by: 

 𝒇𝒍𝒐𝒐𝒓 ( ((
𝑺−𝑲𝟏

𝑺𝒕
) + 𝟏) ∗ ((

𝑫−𝑲𝟐

𝑺𝒕
) + 𝟏)) , with indexes i,j, given by the equation:  

𝑂𝑖𝑗 =  (𝐼 ∗ 𝐾)𝑖𝑗 = 𝜎(∑ ∑ 𝐾𝑚,𝑛 𝐼𝑖+𝑚,𝑗+𝑛 + 𝑏)
𝑘2−1

𝑛=0

𝑘1−1

𝑚=0
 

Where 𝜎 is the ReLU activation function and b is the filter bias.   

Figure 2: Convolutional operation between Input map with dimensions S x D, and 

convolutional filter of size K1 x K2 
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Once the features have been extracted from different convolutional and pooling layers in 

the network, the feature maps from the last feature extracting layer are concatenated into 

a feature vector used for classification, thus, forming the first fully connected layer. From 

here the neurons are either connected to the output layer with a SoftMax function to 

output the probability distribution of the labels, or to other fully connected layers 

depending on the network layout. During the training phase the CNN aims to learn the 

data representation by updating the weights of the convolutional filters and intermediate 

hidden fully connected layers via the process of backpropagation. Nan Cui, in his (2018) 

paper [5], explains the process of how CNNs learn through backpropagation and gradient 

descent in more detail, as well providing a more detailed explanation of all the layers in 

a CNN. For a general overview of CNN’s check [6]. 

1.3.2 1D vs 2D Convolutional Neural Networks 

Whether a CNN is of 1D or 2D, the network architecture uses the same approach of using 

convolutional and pooling operations throughout the network to detect features. The key 

difference though being the dimensionality of the input data and how the filters slide 

across the data. In a 2D CNN, the filter slides both horizontally and vertically across a 

2D matrix, where as in a 1D CNN the filter slides across a vector, by a pre-defined height 

(size), representing the number of features. For the task at hand, when using a 2D CNN 

with an input window of dimensions S by D (Number of discrete signal samples in the 

window (S) by Number of input channels(D)), when a filter slides horizontally across the 

data it is looking for spatial information and when it slides vertically it looks for temporal 

information. Furthermore, since time can be treated as a spatial dimension, by 

concatenating an input window to create an input vector of length S*D and using a 1D 

CNN with convolutional filters of size D, one can recognize local patterns in a sequence 

while retaining temporal information. Thus, a 1D CNN can derive interesting features 

from fixed-length segments, where the location of a feature is of no high relevance. Since 

1D CNNs have mainly been used for time-series forecasting and the problem at hand 

deals with time sequences of sensor data, the main premise of comparing the difference 

between 1D and 2D CNNs is to check if one can create a powerful 1D classifier that 

retains essential information for classification and provide high accuracy. Check figure’s 

5,6 and 7 in section 2.3.2 for a visual example of the difference between 1D and 2D CNN. 
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1.4 Data acquisition unit used  

The usage of a body worn data acquisition unit consisting of one 3-axis accelerometer 

and two 3-axis gyroscopes is used in this study. The data acquisition unit was created for 

a System Engineering course at Kristianstad University. The main section of the data 

acquisition unit used in this study sits on the shoulder of the user and contains a gyroscope 

to track the rotation of the user’s shoulder and a Bluetooth low energy module to send 

data to a mobile application. The additional gyroscope and accelerometer are located on 

the user’s wrist to track acceleration and rotation of the arm. Since the movements used 

in this project never go beyond 4g’s of acceleration or above 500dps of angular velocity, 

both gyroscope’s sensitivities are set up to +-500dps, and the accelerometer sensitivity is 

set up to +-4g’s. Thus, the data acquisition unit provides 9 channels of time series labelled 

data at a sampling rate of 25Hz which is saved on a database to be used for classification. 

To find more information, one can check the following software and hardware documents 

[7]. 

Figure 3: Data acquisition unit being worn by the user. 

The rest of the paper is divided in the following sections: Methodology, Results, 

Discussion and Conclusion. 
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2. Method 

The methodology used to understand and implement deep learning techniques for human 

activity recognition used in this paper is as followed. First, a literature review was 

conducted to gain insights behind the usage of time-series data, for human activity 

recognition. From this insight, 2 areas of testing were developed. The first area focuses 

upon the impact of window length and overlap percentages using CNN’s, for human 

activity recognition. A similar study has been conducted by Oresti Banos, Juan-

Manuel…. Ignacio Rojasm in their 2014 paper [8], where the impact of window sizes 

(lengths) on time-series data was tested using conventional machine learning algorithms, 

such as: Decision trees, K-nearest neighbours, Naive base classifier and centroid 

classifiers. Secondly, we explore the accuracy results between 1D and 2D Convolutional 

Neural Networks.  

2.1 Literature review 

In their 2016 paper [4], Hammerla, N., Hallorna, S., and Ploetz, rigorously explored deep, 

convolutional and recurrent neural networks across three representative datasets that 

contained movement data captured with wearable sensors. The datasets contained 

common kitchen activities, lifestyle activities and activities for Parkinson Disease which 

are likely to introduce freezing of gait. Since the project relies on using wearable sensors 

to identify strength exercises, this paper provided key insights regarding the basic 

background theory behind the concepts needed to carry out the task at hand. Such insights 

include the implementation of a sliding window segmentation approach on the time-series 

data to train the models, as well as the importance of implementing regularization 

techniques. Furthermore, as pointed in [4] approaches that can exploit the temporal 

dependencies in time-series data appear as the natural choice for modelling human 

movements captured with sensor data. Results from [4] indicate that Recurrent Neural 

Networks outperform CNNs significantly on activities that are short in duration but have 

a natural ordering. For prolonged and repetitive activities like walking or running CNNs 

are recommended. Since the activities we aim to identify consist of prolonged and 

repetitive movements, the deep learning model of choice used in this paper consists on 

the usage of deep Convolutional Neural Networks. 
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In Jian Bo Yang 2015 [3] paper, an exploration of the usage of multi-channel time series 

sensor data for human activity recognition using CNN’s was conducted. The results from 

[3] combined with the results presented by Zeng, Ming & Nguyen in their (2014) paper 

[9] provided great comfort that the idea proposed in our work was achievable. The key 

insights obtained from [3] and [9] are summarized below: 

-The key factor attribute to the success of a HAR system is to find an effective 

representation of the time-series collected from the on-body sensors.  

-Challenges of HAR include: Interclass variability, interclass similarity, null-class 

dominance, complexness and diversity of physical activities 

-Key aspect of the CNN is conducting different processing units (I.E convolutional, 

pooling, rectifiers, and normalization) Such variety of processing units yields an effective 

representation of the salience of the signals in different scales. The convolution and 

pooling filters in the CNN are applied along the spatial-temporal dimensions for each 

sensor and all features map generated for different sensors need to be unified as a common 

input for the classifier.  

-The feature extraction method needs to be effective enough to capture the nature of basic 

continuous movements as well as the salience of the combination of basic movements. 

-The CNN is closer to find the nature of signals in feature representation than methods 

with shallow learning architecture and heuristic feature design for the HAR problem.  

-2 advantages when applying CNN to activity recognition: Local dependency - CNN 

captures local dependencies on activity signal - and scale invariance - CNN preserve 

feature scale invariant. In HAR, a person may perform an exercise with different paces, 

so maintaining scale invariance is of great importance. Thus, a variation of the same 

activity can be efficiently captured throughout the extracted features. 

From all the papers used in the literature review, we discovered that an area of testing that 

had been missing, was a comparison of the impact window lengths have on the prediction 

accuracy using CNN’s. Furthermore, there was also little exploration on the difference in 

predictions using 1D and 2D CNN’s for human activity recognition. Thus, for this project, 

we decided to focus on the impact window length and overlap percentages have using 

CNN’s and explore the accuracy results between 1D and 2D Convolutional Neural 

Networks. 



 

 

13 

 

2.2 Data pre-processing  

2.2.1 Data format   

As mentioned in section 1.1 in this paper, the activities we aim to classify are: bench 

press, bent row, lateral rises, deadlift and overhead presses. To combat null class 

dominance, data from daily and random activities was also collected from the users. 

A database with data from 3 different users was created for this project. The data was 

collected in intervals of 15 seconds sessions, where at each session, the user performed a 

specific activty, and each activity contains a unique activity-session ID. Furthermore, 

each of the users performed a total of 12 sessions per activity (3 minutes), thereby yielding 

a total of 36 sessions per activity. Thus, the database consists of a total of 216 sessions 

(6 activity classes x 36), which equals to 54 minutes of labelled data (216 x 15 seconds = 

3240s / 60 = 54). The format of the database is as followed: 

User Activity Session SGX SGY SGZ WAX WAY WAZ WGX WGY WGZ 

Table 1: Database format  

Note: Activity and Session ID’s are linked, therefore each activity, has Session ID’s going from 1 – M, 

where M equals the number of sessions for that activity.  

2.2.2 Sliding Window Segmentation 

One of the most crucial stages in the activity recognition process, relies upon splitting 

time-series data into fixed-length windows that will be used as input for the CNN’s. 

Figure 4: Sliding window example for Bench press activity, last window at t = T 
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A window takes the shape of a 2D matrix with dimensions S by D, where S represents the 

number of discrete signal samples in the window (length of signal) and D represents the 

number of input channels (9 in our case). When creating the windows used for the 

classifier, for each activity-session, windows were segmented, where each window’s 

label was linked to the activity it came from. Thus, depending upon the chosen window 

length and the overlap percentage (number of steps taken from consecutive windows), a 

set of windows, each associated with a class label, is obtained and used for classification.  

2.2.3 Data Normalization and K-fold Cross-validation 

Once the data has been segmented to obtain the set of labelled windows used for training 

and testing the CNN’s, the next step is to normalize each channel of every window. 

Normalization is an important step when training neural networks, because within one 

channel (feature) and another, there can be a large difference between the maximum and 

minimum value. Thus, normalization allows the values to be scaled down to appreciably 

low values, to train the model more efficiently. The normalization method used in this 

project is Z-normalization: 

Z-Normalization: 𝐶′ =
𝐶−𝑚𝑒𝑎𝑛𝑐

𝑠𝑡𝑎𝑛𝑑_𝑑𝑒𝑣𝐶
 , where C is the old channel value and 𝐶′ the new one. 

Once the windows have been normalized, the next step is to create a training set and test 

set from the normalized labelled windows. When creating the training set, 80% of the 

windows are used for training purposes and the remaining 20% are used for testing.  

To check how well the models are at generalizing the data and to reduce overfitting, K-

fold cross-validation and early stopping was applied when training the models. K-fold 

cross-validation is a simple technique that consists of dividing the training data into k 

different groups. The models are then trained k times, with data from k-1 groups and 

validated with the data from the remaining group. For this project, k = 6. The model with 

the lowest validation loss is then saved and used for checking the model accuracy against 

the test data. To reduce training time, early stopping was used. This is a simple technique 

that checks whether the validation loss has decreased from 1 epoch to another when 

training a model. If the validation loss doesn’t decrease after 6 epochs, the training stops 

and the model with the lowest validation loss is then saved. 
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2.3 Testing 

2.3.1 Overview 

As mentioned in section 2.1, 2 areas of testing were developed for this project. The first 

area focuses upon the impact of window length and overlap percentages using CNN’s, 

for HAR. The second area aims to compare the accuracy result between 1D CNN’s and 

2D CNN’s. Thus, all the variations of window length and overlap percentages 

combinations used in this project were tested in both the 1D and 2D CNN’s models used.  

2.3.2 1D & 2D CNN Models 

For this project 3 different CNN models where used for testing. From Sebastian 

Munzer’s, 2017 paper [10], a 2D CNN model architecture was used as inspiration, which 

we will refer to as 2DM2. Furthermore a 2nd, 2D CNN model was used, which we will 

refer to as 2DM1, and an additional 1D CNN model was used, referred as 1DM1.  

2.3.2.1 2DM1 Model  

2DM1 model architecture, consists of 1 convolutional-layer with 128 1x3 convolutional 

filters, followed by a max-pooling layer with 3x3 pooling, a dropout layer, a flattening 

layer, two dense layers, one with 256 neurons and the other with 128, and finally the 6 

classes output SoftMax layer, as seen below: 

Total number of Trainable parameters: 820,870 

Table 2: 2DM1 Model Summary (With window length = 25 samples/1 second) 

Layer (Type) Output Shape Number of Parameters 

2D Convolution layer 1 (25, 9, 128) 512 

Dropout layer 1 (8, 3, 128) 0 

2D Max-pooling layer 1 (8, 3, 128) 0 

Flattening layer 1  (3072) 0 

Dense layer 1 (256) 786688 

Dense layer 2 (128) 32896 

Output layer (6) 774 
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Figure 5: 2DM1 Architecture, with window as input with dimensions S x D 

2.3.2.2 2DM2 Model  

2DM2 model consists of 2 convolutional-layers, each with 32, 1x3 convolutional filters 

and dropout layers in between. Furthermore, the 2nd convolutional layer is followed by a 

max-pooling layer with 3x3 pooling, a flattening layer, a dense layer with 256 neurons, 

finally the 6 classes output SoftMax layer, as seen below: 

Total number of Trainable parameters: 201,638 

Table 3: 2DM2 Model Summary (With window length = 25 samples/1 second) 

Layer (Type) Output Shape Number of Parameters 

2D Convolution layer 1 (25, 9, 32) 128 

Dropout layer 1 (25, 9, 32) 0 

2D Convolution layer 2 (25, 9, 32) 3105 

Dropout layer 2  (25, 9, 32) 0 

2D Max-pooling layer 1 (8, 3, 32) 0 

Flattening layer 1 (768) 0 

Dense layer 1 (256) 196864 

Output layer  (6) 1542 
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Figure 6: 2DM2 Architecture, with window as input with dimensions S x D 

2.3.2.3 1DM1 Model  

1DM1 model consists of 3, 1D convolutional layers, where the first convolutional layer 

contains 100 convolutional filters and the second and third contain 160 filters each. 

Furthermore, the model contains, 1 max-pooling layer, 1 global average pooling layer 

and finally the output layer. For the convolutional layer’s, 1D convolutional filters of 

height 9 were used, and for the max-pooling layer, pooling of height 3 was used. 

Total number of Trainable parameters: 383,886 

Table 4: 1DM1 Model Summary (With window length = 25 samples/1 second) 

Layer (Type) Output Shape Number of Parameters 

1D Convolutional layer 1 (25,100) 8200 

1D Max-pooling layer 1 (8,100) 0 

1D Convolutional layer 2 (8,160) 144160 

1D Convolutional layer 3 (8,160) 230560 

Global-average-pooling  (160) 0 

Dropout layer 1 (160) 0 

Output layer (6) 966 
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Figure 7: 1DM1 Architecture 

Note: For all the model architectures, both the convolutional and pooling filters moved 

across the windows with Stride St = 1. Furthermore, as mentioned in section 2.2.3, the 

models were trained using cross-validation and early stopping.   

2.3.3 Window length & Overlap Percentages 

The exercises used in this study consist mainly of periodic movements that take 

approximately 0.5-4 seconds to complete and which are a result of a combination of basic 

movements. Thus, the length of the windows used for classification should be long 

enough to capture the overall periodic exercise movement as well as the salient 

movements used in each exercise. Therefore, windows with lengths ranging from an 

extreme low of 0.25 seconds to a maximum of 4 seconds were chosen to be tested, with 

overlap percentages ranging from 30% up to 80%, incrementing by 10%. When the 

overlap percentage increases, so does the number of windows in the training/test set. 

Thus, the different overlap percentages allow us to test the accuracy impact of bigger or 

smaller training/testing sets, for different length windows. 
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2.3.4 Test cases 

When training and testing the 3 different model architectures used in this paper, each 

window in the training and test set has an associated activity class label. Thus, when the 

model has been created and trained, the model accuracy is obtained from the predicted 

labels vs the true labels given by the test set. Furthermore, new same length windows can 

be fed into the models and a predicted probability exercise label is outputted. This can be 

used for real time classification.  

The total number of test cases used in this paper is 180, as seen below: 

Model architecture tested Window length Overlap percentage 

2DM1, 2DM2 and 1DM1 0.25,0.5,0.75,1,1.5,2,...3.5,4 seconds 30%, 40%, 50%, 60% 70% and 80% 

Table 5: Test cases 

When training the models using 0.25 seconds windows with 80% overlap, we obtained 

the maximum number of windows, which equals to 79704. Out of these, 57386 are used 

from training purposes, 6377 are used for validation purposes and 15941 for testing 

purposes. When training the model using 4 seconds windows with 30% overlap, we 

obtained the minimum number of windows, which equals to 864. Out of these, 621 are 

used for training, 70 for validation and 173 for testing the model accuracy.  
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3. Results  

Once all the test cases were performed, a graph comparing the accuracy obtained for each 

model was created. The graph below compares the accuracy of the 3 models used, with 

respect to the window length and overlap percentage combinations, for all test cases: 

Figure 8: Accuracy results for all models tested with all Window Lengths and 

Overlap Percentages. Note the big jump between 0.25 and 0.5 second windows 

As seen above, the 1D convolutional model performed the best out of all the models. Out 

of the 2, 2D models, model 2DM1 provided the greatest accuracy. Furthermore, an 

interesting thing to note is the huge jump in accuracy between the 0.25 seconds results 

and the 0.5 seconds results. Additionally, beyond the 0.75 second window length mark, 

the model’s accuracy didn’t change by a big margin, with the risk that the 1D 

convolutional model started to overfit the data with windows of length 1.5 seconds and 

above. From these observations, we can see that to achieve a high accuracy, the window 

length needs to be long enough to capture the overall periodic movements. With a short 

window length, the models perform poorly. 
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4. Discussion 

4.1 Window Length and Overlap Percentage  

From the obtained results, one can see that the window length can have a dramatic impact 

upon the accuracy of the model. Furthermore, an 80% overlap yielded the best accuracy 

for all window lengths and models. This is because a high overlap percentage leads to a 

bigger training/test set. Thus, allowing the model to have more information regarding 

both the overall periodic exercise movement as well as the salient movements used in 

each exercise. The total number of labelled windows obtained per window length and 

overlap percentage combination can be seen below:  

Figure 9: Total # of obtained windows with respect to window length and overlap 

percentage combination 

It is important to note, that even though the bigger training set was obtained using 

windows of 0.25 seconds, since the window length wasn’t big enough to capture the 

periodic movements, the classifier lead to a poor accuracy. Therefore, having a big dataset 

can improve the model’s accuracy only if the data is adequate for the classifier.  
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When it comes to real-life classification, a window length of 0.5 to 0.75 seconds could 

yield useful. For this to happen though, a bigger dataset would be needed, to make the 

model more robust and accurate. As seen from the graph below, for all models being 

trained with window lengths of 0.5 and 0.75 seconds, the test accuracy drops as the 

overlap percentage decreases. Meaning that as the dataset gets smaller, so does the ability 

to predict the exercises accurately.  

Figure 10: 0.5 & 0.75-seconds window length accuracy changes in respect with 

overlap percentages 

If real-time classification is not needed, then models trained with windows of length 1.5 

to 2.5 seconds will be optimal for classification purposes, as they yield accuracies of 

95%+ with 80% overlap, as seen below: 

Figure 11: 1.5 to & 2.5 seconds window length accuracy changes in respect with 

overlap percentages 
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4.2 1D vs 2D CNN’s  

As mentioned in section 1.3.2, the main premise of comparing the difference between 1D 

and 2D CNNs was to check if one could create a powerful 1D classifier that retains 

essential information for classification and provide high accuracy. From the tests done, 

the 1D convolutional model 1DM1 ended up performing the best, followed by model 

2DM1 and finally model 2DM2. The reason for this, could be because model 1DM1 had 

the most convolutional filters, with a total of 420 filters across 3 different convolutional 

layers, compared to the 128 filters used in model 2DM1 and the 64 used in model 2DM2. 

When comparing the number of trainable parameters across the 3 models though, model 

2DM1 had the greatest number of trainable parameters, with a total of 820,870 as seen in 

table 2, followed by model 1DM1 with 383,866 as seen in table 4 and finally model 2DM1 

with 201,638 as seen in figure 3. Furthermore, model 1DM1 was overall the fastest to 

train, with model 2DM1 and 2DM2 having similar training times as seen below:  

Figure 12: 0.25 to 0.75 seconds window length training times 

Note: It is important to mention that training times are linked to the number of epochs the 

model takes to train. Since early stopping was used to train all the models, as mentioned 

in section 2.2.3, and model 1DM1 performed the best, it’s training time is expected to be 

longer since the validation loss decreased more often than the other models. Thus, with 

model 1DM1 more training epochs took place. 
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5. Conclusion 

In summation in this project we were able to use a data acquisition unit consisting of 2 

gyroscopes and 1 accelerometer to classify 5 different strength exercises. To achieve this, 

a literature review was performed to check the current methods used for human activity 

recognition using deep learning. From this research, CNN’s were found to perform best 

for periodic exercises, such as those tested in this project. To test the test the impact that 

window lengths had on the overall prediction accuracy, 3 different CNN model 

architectures were used. Overall models with window lengths from 0.5 seconds and 

above, gave accuracies greater than 90%, which could be used for real-time classification. 

This goes in part with the hypothesis that window lengths should be long enough to 

capture the overall periodic exercise movement as well as the salient movements used in 

each exercise.  

In terms of future research or future production of the product, a larger and more dynamic 

dataset should be obtained and used, containing data from a multitude of diverse users 

and more exercises. Additionally, one could test how different CNN’s architectures or 

hyperparameters tweaking affects the overall accuracy. Furthermore, the usage of 

Recurrent neural networks could also be tested or a combination of CNN’s and RNN’s. 

Finally, a dynamic sliding window segmentation approach could also be tested, as 

performed in [11].  
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